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Chapter 1

1.1 Molecular modeling of protein-ligand systems

The study of the interactions between and the complexation of proteins and
(small) molecules, or ligands, is in many ways fundamental to understanding
(and influencing) processes in living organisms.1 Several diseases are caused
by an imbalance in protein-ligand interactions, and many cures rely on drugs
binding to a target protein.2 In order to study the interplay between proteins
and ligands, two general approaches can be used: the experimental and the
modeling approach. While physico-chemical processes can be directly probed
through experiment, the level of detail with which the processes can be studied
remains often limited to time scales in the order of seconds and are an average
representation of samples with numbers of molecules in the order of the number of
Avogradro. As an alternative, in silico studies and predictions can be performed
to guide and extend experiment.3 A major benefit of computer simulations
is the level of detail at which processes can be studied, capturing ultrafast
processes, on the picosecond and femtosecond time scale, and at the atomic or
even electronic level. Additionally, simulations can be performed of systems that
are too expensive or dangerous to handle experimentally, or by using unphysical
conditions in order to gain additional insight into the system.4 However, the
accuracy of the predictions obtained from modeling heavily relies on the quality
of the model employed.5,6

Currently, classical Molecular Dynamics (MD) simulations are a commonly
used approach to model proteins and protein interaction energies at an atomic
level of detail. Based on a large set of parameters and interaction functions
defined by a force field, interaction energies and forces are calculated, allowing
to evaluate the atomic velocities and motions to be evaluated as a function of
time.7 Full atomistic MD simulations are typically used to simulate processes
ranging from protein folding to drug binding and membrane transport, in which
(macro)molecular flexibility and mobility often plays an important role.8–14 The
applicability of MD has immensely evolved since the first simulations in 1960 by
Rahman of a rectangular box of 864 argon molecules, which allowed to study the
system for a few hundred consecutive time steps.15 Thanks to the ever increasing
computational power in combination with the constant development of methods,
advanced sampling techniques, algorithms and software, simulations of large
proteins on time-scales approaching microseconds are not uncommon.16–19

Although MD simulations are faster and more predictive than ever, its
full potential is still dependent on (1) the accuracy of the description of the
interactions used to evolve the system as a function of time, and (2) the possibility
to su�ciently describe the ensemble of configurations characterizing the system
(sampling) (see Figure 1.1). The set of force field terms and parameters that define
the interactions within the system is typically calibrated such that for relevant
model compounds, the physico-chemical properties of interest are reproduced.
In order to keep the computational costs of evaluating all the interactions in
the system in hand, basic assumptions and approximations have to be made,
which may lead to biases or inaccuracies in simulation results. Because sampling
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methods improve and computer capacity continuously increases, it is crucial to
keep evaluating the e↵ect of the approximations in the force fields and where
needed correct them. In Section 1.2 we shortly introduce the possibilities and
scope of the current challenges in improving force fields by explicitly introducing
electronic polarization e↵ects in order to increase the level of detail to describe
electronic interactions in classical MD calculations.

The sampling issue in MD-based studies is related to the behavior of molec-
ular systems, which is governed by statistical mechanics. The behavior of
molecular systems is (classically) defined by their Boltzmann distributions over
conformational space. For biomolecular systems of interest, exploring the full
conformational space would require infinitely long simulation times, and explor-
ing only relevant parts of phase space is often challenged by large (free) energy
barriers separating them. If the detailed balance between the probabilities of
various conformations of the system are of importance for the properties to
be predicted, such as in the calculation of the a�nity or free energy of drug
binding to a protein, obtaining accurate values within a limited time can become
problematic. Developing methods to explore the relevant conformations of the
system in an e�cient manner can therefore have the benefit of both reducing
simulation time and increasing the accuracy with which the observables are
calculated. Section 1.3 addresses issues to be overcome for the purpose of ac-
curate and e�cient binding free energy calculations. Section 1.4 considers the
possibilities of making such (expert) methods available for general use.

accurate description of
non-bonded interactions

efficient and accurate sampling of 
protein-ligand (P-L) conformational space

free in solution
bound to  protein (P)

ligand (L)

L
L

L

L

L

P P P P

L

Figure 1.1. Schematic representation of topics covered in this work: (i) improving the
description of non-bonded interactions between atoms (left), and (ii) methods to improve
binding a�nity predictions through improved sampling (right). In this diagram, the ligand (L)
is displayed in blue, and the protein (P) in orange. The figures at the bottom right represent
the issue of su�ciently sampling conformational space of a protein-ligand complex in solution.
The magnified figures (left) zoom in on non-bonded interactions between the ligand and its
surroundings.
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1.2 Accurate and transferable description of non-
bonded interactions

In classical MD simulations, interactions between atoms are typically de-
scribed using a force field.20 The force field is a set of interaction terms and
parameters that describe the bonded interactions between atoms sharing common
bonds, and the non-bonded interactions between atoms that are within su�cient
range of each other to interact. Most of the bonded parameters are well defined
and directly derived from experiment or from quantum-mechanical calculations.
They therefore vary little between force fields. The non-bonded parameters on
the other hand are specific to the force field parametrization e↵ort and philosophy.
The parameters used to describe the non-bonded interactions (van der Waals and
electrostatic interactions) are often treated as e↵ective parameters, optimized
to reproduce experimentally determined values for relevant properties of model
systems. The choice of the properties considered during parametrization is linked
to the purpose of the force field.21–24 It has been shown to be di�cult to find
force field parameters that are fully transferable and therefore reproduce any
physico-chemical property in every type of simulation.

Such limitations in transferability of biomolecular force field parameters was
already illustrated some years ago by a reparametrization e↵ort by Oostenbrink
et al.24 for the GROMOS force field. Based on a comparison between calculated
and experimental data for solvation free energies of small model compounds
representing protein building blocks, the authors showed the di�culties to find a
single set of parameters that reproduce experimental data for thermodynamic
properties of amino acid side-chain analogs both in aqueous and in less polar
environments. Because the balance in hydrophobic and hydrophilic interactions
typically drives equilibria of interest in biomolecular systems, the work of Oost-
enbrink et al. showed the need for two sets of parameters (designated as the
GROMOS 53A5 and 53A6 force fields). The di↵erence between the two force
fields resides in their performance in reproducing either free energies of hydration
or pure liquid properties of polar model compounds, and in the accordingly cali-
brated values for the atomic point charges of polar moieties (where the 53A6 force
field comprises noticably higher permanent dipole moments for the functional
groups considered). The lack of transferability of the Coulombic parameters
between the GROMOS 53A5 and 53A6 force fields is of little consequence when
simulating small molecules (e.g., drug-like molecules) in a homogenous solvent
environment (upper half of Figure 1.1): depending on the solvent, the force
field can be chosen beforehand. When simulating complex processes such as
drug binding to a protein or membrane permeation, an unambiguous choice of
the force field is di�cult to make: the drug may be exposed to polar (aqueous
solvent), semi-polar (e.g., at the membrane interface) or apolar environments
(e.g., in a hydrophobic protein-ligand binding site) during the process.

The typical lack of full parameter transferability between polar, semi-polar
and apolar environments can be attributed to the coarse way in which electronic
interactions are described in most force fields. Usually, local and static partial
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charge distributions are used to represent the interactions between molecular
electron densities. The (pair-wise) electrostatic energy term V ele is then defined
using Coulomb’s law (Equation (1.1)), in which �r refers to the set of atomic
coordinates of the N atoms in the system, qi and qj are the partial charges
assigned to atoms i and j, ��ri − �rj � is the distance between the two atoms, and ✏

0

is the permittivity of vacuum.

V ele(�r) = 1

4⇡✏
0

N−1�
i=1

N�
j>i

qiqj��ri − �rj �
⌥⌃ ⌅⇧1.1

However, molecular electronic densities are not localized nor static, and able
to respond to possible changes in the external electric fields, thereby possibly
inducing altered dipole, quadrupole and higher order moments. It is postulated
that a more fine grained description of molecular charge distributions could
remedy the issues in force field parameter transferability between di↵erent
environments by explicitly introducing inducible dipole moments to the model
to obtain a polarizable force field.25

1.2.1 Polarizable force fields

Various ways of including electronic polarization e↵ects have been proposed.26

Among these, the most widely used are the Fluctuating charge (FQ, or Charge
Equilibration) method,27,28 the Inducible Dipole moment model (ID)29–31 and
the Charge on Spring (COS, or Drude Oscillator, DO) approach.32,33 In the FQ
method, fractions of atomic charges are allowed to redistribute to neighboring
atoms under the influence of an external electric field. The parameters used
in this approach are atomic electronegativities and chemical hardnesses which
define how susceptible a given atom is to accept charge or to donate partial
charge to neighboring atoms, respectively. A major limitation of this method is
that charges are only being redistributed within the frame defined by the atoms,
limiting the dimensions in which the polarizability might apply, and artificially
introducing anisotropy, possibly causing artificial torques on the molecule.

The two other methods rely on having locally inducible dipole moments
assigned to (o↵-)atom centers, through a mathematical construct in the case of
the ID approach, or through a point charge attached to the polarizable centers
with a spring in the case of the COS method (Figure 1.2). Via Equation (1.2),
the COS spring constant is directly related to the atomic polarizability, which is
the added parameter in these force fields.

ki = 1

4⇡✏
0

(qVi )2
↵i

⌥⌃ ⌅⇧1.2

In Equation (1.2), ki is the spring constant, ↵i is the polarizability, and qVi is the
charge on the virtual site attached to atom i. The position of qVi depends on the
electric field �Ei, and is either iteratively optimized until a self-consistent field is ob-
tained, or it is placed on a particle with a small mass and treated as an additional
degree of freedom during MD. It has to be noted that both implementations
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qOi + qVi

-qVi

Figure 1.2. Polarizable model of a water
molecule using the COS impementation: a
spring with a massless charge on a virtual
site V is attached to the oxygen atom O.
The charge is counterbalanced by a charge
of equal magnitude but inverted sign on
the oxygen. The displacement ��r of the
charge creates an induced dipole moment�µind =��r ⋅ qV

i

carry an increased computational cost, ei-
ther through the added iterations, or be-
cause the time step of the simulation needs
to be decreased to accomodate the use of
very light Drude particles such that their
motion is decoupled from the rest of the
system.28,34–38 Additionally, the computa-
tional e↵ort is raised through the inclusion
of additional interaction sites, which have
to be evaluated. A major benefit of these
implementations on the other hand is that
the routines to compute the interactions
involving the charges on the virtual sites
are identical to the ones used to evalu-
ate charge-charge interactions, namely the
Coulomb law (Equation (1.1)).

Physically, atomic polarizabilities are
not uniquely defined, since polarizability

can only be defined as a molecular property. Through additive models derived
from experimental estimates of molecular polarizabilities, or via QM calculations,
it is possible to define values for the atomic polarizabilities, which together
contribute to and correlate with the molecular property.39,40 Quantum-chemical
calculations to derive atomic polarizabilities typically rely on computing di↵er-
ences in molecular external electrostatic potentials (ESPs) under the influence of
an external electric field, and on fitting atomic dipole moments to the di↵erence
in ESP. The (induced) dipole moments calculated in this way are related to the
polarizability through Equation (1.3), assuming a linear response.26,41

�µi = (4⇡✏o)↵̄i
�Ei

⌥⌃ ⌅⇧1.3

In Equation (1.3), ↵̄i is the atomic polarizability tensor of atom i, �µi is the
(induced) dipole moment at atom i, and �Ei is the electric field at atom i.

Choosing the appropriate level of detail in describing electronic po-
larization e↵ects Apart from choosing an implementation of introducing
inducible dipole moments (which is in practice often dictated by the implemen-
tation in the chosen software), the level of complexity at wich the polarization
e↵ects are modeled needs to be defined. Aspects to be considered are, among
others, the number of polarizable centers to be included, whether to account
for possible anisotropy of the molecular and atomic polarizabilities, and the
inclusion of (damped) interactions between inducible dipole moments on neigh-
boring atoms.42 Additionally, the linearity of the response to �Ei (Equation (1.3))
may be questioned, and alternative non-linear implementations could be used.43

All these aspects both influence the computational cost and accuracy of the
model, as well as the complexity of the model and its parametrization. Including
polarizabilities for a reduced set of atoms makes it more challenging to accu-
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rately describe higher order molecular multipole moments, while the cost for
determining the induced dipole moments decreases. In Chapter 2 an analysis
is performed of the e↵ect of including di↵erent numbers of polarizable centers
on the accuracy in describing the response of a methanol solute to the external
electric field due to its solvent environment. In the same chapter, assumptions of
isotropy and linearity are also tested for the same molecule. Although in the case
of methanol it is simple to draw conclusions on the balance obtained between
computational cost and accuracy, it has to be noted that this balance is strongly
dependent on the electronic nature of the molecule, and more complex molecules
(including e.g. conjugated systems) may require di↵erent representations.

Determining atomic polarizabilities In addition to making fundamental
choices in the implementation of electronic polarization e↵ects, appropriate
values for the (atomic) polarizabilities need to be obtained. Traditionally, atomic
polarizabilities are fitted such that the variation in molecular ESPs due to
a local charge in close proximity of the molecule to be parametrized is well
described.44 These calculations are performed at a high level of detail using
quantum calculations, commonly in a gas phase environment. Alternatively, the
additive combination rules designed e.g. by Miller can also be used to derive
gas-phase atomic polarizabilities, based on molecular values for the polariz-
ability.39 However, it has been shown that gas-phase derived polarizabilities
typically overestimate the value for condensed-phase polarizabilities, causing
to overestimate e.g. dielectric permittivities of polar liquids.35,45–51 In order
to derive polarizabilities suited for condensed-phase simulations, either the gas-
phase polarizabilities need to be rescaled, based on extensive simulation and
parametrization methods, or a method is needed that can be used to directly
estimate appropriate values for condensed-phase polarizabilities. Chapter 2
presents such an approach based on QM/MM fitting of induced dipole moments
for solvated small model compounds, while Chapter 3 evaluates the e↵ect of
the assumptions made in the solvent description within this method. As a step
towards a polarizable force field for biomolecular building blocks, in Chapter 4
a full set of parameters is presented for alcohols, using the QM/MM derived
atomic polarizabilities.

1.2.2 Van der Waals interactions

The addition of atomic polarizabilities to a non-polarizable force field not
only requires rescaling of the partial local charges as a consequence of the
additional electrostatic interactions that were previously neglected. It also
requires reparametrization of the other non-bonded parameters, the van der
Waals parameters. The van der Waals interaction energy V vdW can be evaluated
using the well-known Lennard-Jones potential:52

V vdW (�r) = N−1�
i=1

N�
j>i
�
�
C

12

(i, j)
��ri − �rj �12 −

C
6

(i, j)
��ri − �rj �6

�
�

⌥⌃ ⌅⇧1.4
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in which ��ri − �rj � is the distance between the pair of interacting atoms i and j, and
C

6

(i, j) and C
12

(i, j) are the attractive and repulsive Lennard-Jones parameters,
respectively. Typically, sets of C

6

(i, j) and C
12

(i, j) parameters are parametrized
such that together with the Coulomb interactions, relevant physico-chemical
properties of (small) model compounds are properly described. Whereas initial
values for electrostatic parameters can be derived from quantum calculations,
especially the repulsive C

12

(i, j) van der Waals parameters are fully empirical.
The complexity of the (non-bonded) force field parameter optimization becomes
obvious when considering the number of dimensions in which optimization is
performed: every atom of a molecule is defined by at least two (sometimes
three or four) van der Waals parameters, whereas the parametrization aims to
reproduce a relatively small set of experimentally determined values. Additional
constraints can be imposed during parametrization, such as transferability of
parameters. For example, a sp2 hybridized carbon atom could be defined to have
the same parameters in any molecular system. The (re)parametrization e↵ort
can therefore be summarized as minimizing the di↵erence between calculated
and experimental values for relevant condensed-phase properties, by searching
in n-dimensional space (with n the number of force field parameters to be
calibrated), using a limited set of constraints.

Scanning this complex space in a trial-and-error procedure is often tedious,
and the risk of not being able to locate the combination of parameters fulfilling
all constraints or reproducing all relevant physico-chemical properties accurately
is high. Often this leads to parameters that have a limited transferability and
additional special parameters are needed for subsets of interactions. Although the
trial-and-error approach to force field parametrization has delivered reasonably
accurate force field parameter sets in the end, the increase in computational power
allows to redesign methods that will improve the accuracy of force fields, but also
extend their reach. These methods should be able to run in a (semi-)automated
way, exploring in an e�cient way the multidimensional space defined by the
parameter set. In Chapters 4 and 5, the benefits of using such automated
approaches are explored for the optimization of (polarizable) alcohol and (non-
polarizable) alkane force field parameters. In Chapter 5, various aspects related
to the (re)calibration of van der Waals parameters are discussed. Intended to
be integrated into the Automated Topology Builder and Repository (ATB),53

methods are explored to scan parameter space in a computationally e�cient
manner. Also, an analytical approach is tested to derive values for the attractive
C

6

(i, j) van der Waals parameters, that represent the London dispersion. For
that purpose, condensed-phase values for atomic polarizabilities determined in
Chapters 2 to 4 can be used. The derivation of C

6

(i, j) values relies on the
knowledge that most of the attractive van der Waals forces are the result of
induced dipole - induced dipole interactions. Therefore, C

6

(i, j) values directly
depend on the polarizability of the corresponding atom. Being able to derive
appropriate C

6

(i, j) values directly from our QM/MM estimates for atomic
polarizabilities would strongly decrease the complexity of parameter space,
leaving only the (range of) values of the repulsive C

12

(i, j) van der Waals
parameter to be variable. In Chapter 5, the suitability of using the obtained
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parameters for a test-molecule is discussed, together with the potential of using
an integrated, automated method to directly derive non-bonded force field
parameters for new molecules. Such a method would greatly benefit the generic
(and currently semi-automated) methods for protein binding a�nity prediction
presented in Chapters 6 and 7, as shortly addressed in Sections 1.3 and 1.4.

1.3 Sampling of complex conformational space

When computing Boltzmann-weighted averages for physico-chemical proper-
ties from molecular simulation using methods that are rigorously derived from
statistical mecanics, the accuracy of their estimates does not only depend on
the quality of describing the interatomic interactions during simulation, but also
on the completeness in sampling of the relevant conformations of the modeled
system. For small molecules with a low number of degrees of freedom, sampling
is trivial and fast, given the limited amount of low-energy conformations and
their accessibility. For the purpose of drug development, the systems of interest
are generally larger and far more complex: they often include substantially large
proteins, possibly embedded in a membrane and/or in complex with one (or
more) drug-like compounds. The (free) energy landscapes of such systems are
complex, and su�cient sampling of low-energy conformations of protein-ligand
complexes can be very challenging. In the following paragraphs, the challenges
of sampling protein conformational space and sampling protein-ligand binding
modes will be adressed, and approaches and methods to handle these challenges
will be discussed.

1.3.1 Sampling of protein-conformational space

The function and mode of action of several classes of proteins is strongly
linked to their flexibility or plasticity. To achieve signal transduction, (membrane)
transport, association, metabolism, or other biologically or pharmaceutically
relevant processes, changes in protein conformation during the process can be
essential for protein function. For example, the estrogen receptor (ER) can be
activated by small molecules, where binding of an agonist induces the realignment
of its terminal alpha-helix 12. This conformational change makes a part of the
ER available to dimerization with other (ER) proteins, hereby enabling DNA
binding and inducing signal regulation.54,55 Similarly, members of the Kinase
family are known to regulate binding through a conformational change of the
DFG-motif close to their catalytic and ligand-binding sites. When the DFG-
motif opens up these binding sites, a larger apolar part of the catalytic cleft is
exposed (Figure 1.3).56 As another example, the binding of a ligand to G-protein
coupled receptors (GPCRs) leads to major conformational changes on remote
(trans-membrane) parts of the protein.57

The above mentioned and exemplified protein-conformational changes occur
on time scales ranging from picoseconds to miliseconds58,59 and often exceed
the typical range of timescales accessible in MD simulations at the atomic level
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of detail.60 Moreover, even long (microsecond) simulations still may not be
su�cient to explain the full complexity of protein conformational space, since
it will still only explore a limited part of phase space when compared to the
full ensemble of possible protein-ligand conformations. However, identifying
all relevant conformations is essential to fully understand the nature of ligand-
protein interactions.61,62 To better explore phase space, enhanced sampling
methods can be used, such as Simulated Annealing, Local Elevation or Replica
Exchange.63–65 The drawback of these methods is often the increased cost of
the simulations and complexity of applying these methods, through the addition
of parallel simulations or the need to extend simulation times.

Figure 1.3. Two crystal structures of the human p38↵ kinase protein, in complex with
ligand SB203580. The left (blue) conformation (DFG-in) is refered to in the PDB protein
databank as 1A9U, while the right (green) confromation, DFG-out, is refered to as 3GCP.
The DFG-motif is colored in magenta. Residues of the activation loop that were missing in
the crystal structures are colored in orange. Courtesy of A.S. Rustenburg

1.3.2 Elucidating and sampling ligand-binding modes

Evaluating protein-ligand interactions in simulation requires an initial estima-
tion of the possible binding modes. Therefore knowledge of the ligand binding
site(s), the ligand orientation in the binding site, and the conformation of the
bound ligand is needed. Although recently a method based on Replica Exchange
has been proposed to explore the possible binding cavities and orientations of
a ligand within a protein and to derive the associated binding free energy,67

these methods are still under development, and are mostly computationally
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Figure 1.4. Example of possible di�culties in elucidating binding orientations of a cocktail
of molecular fragments in the binding site of a protein. Electron density maps for PDB 3KPY
(chain A) refined without any fragment (a and b), in the presence of fragment F3:4 (c and
d), in the presence of fragments F1:4 and F2:4 (e and f), and in the presence of F2:4 and
two binding modes of F1:4 (cyan and orange), each with partial occupancies (g and h). Black
maps show contours related to the experimental densities (contoured at the 1.0� level). Green
en red surfaces represent the di↵erence between measured and calculated densities and are
contoured at the +3.0� level and -3.0� level, respectively. Reprinted with permission of the
authors of reference 66. Copyright (2012) American Chemical Society.
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expensive. Therefore, the availability of binding mode information is generally
still dependent on the availability of experimental data, where crystallography
in combination with X-ray di↵raction is still the most common source of infor-
mation. Crystallographic data may contain experimentally derived information
about the binding site. When the resolution of the di↵raction experiment is
su�ciently high, important information about the probable binding orientation
and conformation of the ligand can be obtained. Identifying the ligand-binding
orientation is often restricted by di�culties in obtaining crystal structures of the
protein-ligand complex or by the limited number of constraints to resolve the
electron density obtained from experiment. Another challenge in interpreting
the binding orientation of a ligand from crystallographic data is well described in
recent work of Malde and Mark.68 Due to the typical size of drugs and the typical
resolution of the crystallographic data, binding conformations and orientations
may well be interpreted incorrectly.66,68 Figure 1.4, taken from reference 66,
shows that from electron density data of a protein co-crystallized with a cocktail
of known molecular fragments, it is still di�cult to link the electron densities
to specific fragments, and even more to elucidate their binding orientation. In
addition, the static nature of the resolved crystal structure does not account for
the dynamic process of ligand binding, and the equilibrium that possibly exists
between various binding modes of the ligand.

For enzyme substrates, both the binding site and product can often be defined.
The binding site is directly adjacent to the catalytic site where the enzymatic
reaction takes place. Product formation can be studied using analytical identi-
fication techniques such as liquid chromatography and mass spectometry.69–71

Studying these systems allows one to gain insight into the ligand (substrate)
binding orientation. The ligand, when bound to the enzyme, is required to be in
close contact with the catalytic site for the reaction to take place. By studying
these kind of reactions, it has been shown for Cytochrome P450s that ligands
can bind to the substrate binding site in multiple orientations with respect
to the catalytically active heme iron. This illustrates that it can be crucial
when modelling ligand binding to a protein, to take into account that multiple
binding poses of a same ligand jointly contribute to binding a�nities reported in
experiment. For example, biocatalytically active mutants of Cytochrome P450
BM3 have been shown to yield a variety of metabolites, and multiple binding
possibilities have to be taken into account when proposing point mutations
within the binding site to steer selectivity in substrate conversion.71–73

1.3.3 Predicting binding a�nities of protein-ligand com-
plexes

From the above, predicting the binding a�nity of a (drug-like) molecule for a
protein target requires the combination of knowledge about the relevant protein
conformations and about the possible binding orientations and poses of the ligand.
When considering a flexible protein to which a ligand with a large number of
degrees of freedom binds, the total number of relevant conformations to be taken
into account will increase rapidly, and exploring the complex conformational
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space can be very time consuming and may become infeasible through (standard)
simulation methods.

To overcome the increased cost of sampling all ligand orientations and confor-
mations, molecular docking and scoring methods are often used. These methods
make it possible to explore a large variety of binding poses in a designated
area of the protein, and predict the associated binding a�nity. With small
computational e↵orts (seconds to hours), a large number of poses can be gener-
ated and scored. Therefore, this method is ideally suited for high-throughput
in silico screening of ligand databases. The downside of this method is that
typically only a limited number of degrees of freedom of the protein are taken
into account during the pose generation and scoring. In the specific case of
flexible proteins, a large number of possible conformations can be overlooked and
entropic (and desolvation) e↵ects that can significantly contribute to the binding
a�nity may be neglected during scoring. Therefore the scoring algorithms are
usually biased towards protein systems and/or ligand classes for which they have
been parametrized, and typically show limited accuracy in a�nity prediction.

To include the mobility of highly flexible proteins when computing free
energies of ligand binding, methods relying on MD simulations have to be used.
High barriers on the (free) energy surface may lead to long simulation times due
to the need to sample all relevant parts of conformational space. As discussed
before, enhanced sampling methods can then be employed, but the cost of
running such simulations is still high for every individual prediction. In addition,
their use and setup require skilled-user expertise, limiting the scale on which these
simulations and a�nity calculations can be performed. The high dimensionality
of the problem therefore requires a range of methods that are both fast and
accurate, and that rely on MD simulations able to su�cently sample relavant
parts of phase space of the bound (and unbound) state (Figure 1.1, right part).
In Chapters 6 and 7 a method based on a combination of MD simulations and
scoring, the (iterative) Linear Interaction Energy (LIE) method,74–76 is optimized
for accurate and e�cient binding a�nity prediction of series of inhibitors to the
very flexible Cytochrome P450 2D6 enzyme, for which information on possible
binding orientations and conformations were a priori not available. LIE relies
on MD to include the flexibility of the complex, and uses a scoring function
based on average interaction energies from MD to predict binding a�nities. In
the iterative LIE method explored in Chapters 6 and 7, Boltzmann weighting
is used to scale the contributions of parallel simulations starting from di↵erent
conformations of the same complex.75 The work described in these chapters does
not only aim on generating models that accurately predict binding free energies,
but also on designing an automated workflow that makes the approach accessible
for e�cient and non-expert use. General considerations involved in the process
of automatically computing binding a�nities are discussed in Section 1.4.
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1.4 Prerequisites for making free energy methods
and force field development generally accessible

With the steady decrease of costs for in silico calculations,77 the use of
large-scale modeling has been quickly expanding.78–85 Both in academia and
industry, the application of computer simulations and the level of detail at
which they are performed have constantly and significantly increased over the
past decades. In parallel, the reduced costs of computer clusters has also made
molecular simulation techniques directly available to research groups for which
simulations is not at the core of the research focus. Therefore, e↵orts to automate
computational molecular modeling and simulation benefit users all across the
landscape of scientific disciplines and expertises. A common goal is to remove
work associated with trivial steps from the hands of the user, allowing users to
focus on the science instead of performing routine tasks.

One of the main features of automated pipelines is the ease of use of the
in silico methods: predictions cover a well-defined space of physico-chemical
properties, the tools are transparent to use, the need for user input and interaction
is limited, and the results are (when possible) delivered real-time to the user.
Coupled with approaches to set up, submit, run, manage, and postprocess all
underlying simulations and calculations needed for the prediction, this ensures
that a non-expert can make use of state-of-the-art simulation techniques, but
also that these tools and packages provide an interesting gain of e�ciency for
expert users. Below, the prerequisites for automatization of the predictions are
shortly outlined.

Interface In the field of molecular modeling and simulation, there is a steady
increase in the availability and development of online tools to set up and run cal-
culations and predictions. Many of them are available as a web portal,53,78,86–88

acting as a front end for databases, and more complex pipelines executing com-
mands and calculations on the background. As opposed to software tools to be
installed by the user (which generally impose restrictions on the computers that
can be used), web systems are broadly available and require only a web connec-
tion and any device to access the internet. The Automated Topology Builder
and Repository (ATB, http://compbio.biosci.uq.edu.au/atb/),53 to
which the methods described in Chapter 5 contribute, is an example of such a web
service. Through the ATB website, the user can submit new molecules for which
ATB will evaluate (or retrieve from the database) force field parameters based on
quantum calculations and tabulated values, and presents the molecular topology
files for use in the biomolecular simulation software packages GROMOS89 and
GROMACS.90
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Presets Behind the user interface a complex machinery is typically imple-
mented to process and run the simulations and analyses. The input options
available to the user are usually limited when compared to the number of options
the underlying software handles. This requires a large amount of settings to be
automatically set as a general default. For example, the eTOXsys web server88

comprises, among others, online tools to calculate binding a�nities of novel
compounds to predefined toxicological targets. The methods associated with
the tools are automatically selected based on the choice of the user for a given
target. For the user, the very diverse nature of the methods is not directly
visible, being implicit to the query. As such, presets become part of the models
and algorithms used to generate the results. Large e↵orts are therefore required
to test the robustness of the collective default settings, and their impact on
the quality of the model. Special care should also be taken in the handling of
the input, mainly in relationship to the chemical nature of the query. Incorrect
processing of tautomers, enantiomers, compounds with multiple ionization states
or compounds including atoms for which existing force fields are insu�ciently
accurate might heavily impact the quality of the models and of the predictions.
The work presented in Chapter 7 shows the interplay between default settings,
algorithms, (LIE) models and the predictive quality of the output. In addition,
it shows how well-chosen default settings combined with additional algorithms
can both improve and speed up the prediction of binding a�nities of ligands to
promiscuous and flexible proteins. In doing so, one of the challenges is to find a
proper balance between allowing the user to adjust input settings (according to
the available additional knowledge of the system), the (fixed) presets related to
the model used, and the detail and accuracy of the a�nity predictions.

Results Once the calculations are performed, results need to be returned to
the user. Returning results within seconds after the query has been entered
is becoming a natural expectation by many end users, possibly driven by the
modus operandi of online search engines. However, the time needed to display
results relies on the computational cost of the underlying models and methods,
the amount of computer power available, and the degree of parallellization the
methods and available computational ressources allow for. Typically, (bio-)
chemical computational methods will return results in time ranges from seconds
to days. Calculating molecular descriptors, executing decision trees or generating
drug-protein complexes are typically time e�cient. On the other hand, if the
method requires high-level quantum calculations or extensive sampling in MD
simulations, the user is only allowed to gather results after hours or days. For
models using these kind of computationally demanding methods, it is especially
needed to find means to optimize the process in order to reduce waiting times,
and to make most e�cent use of available resources. The iterative LIE approach
discussed in Chapters 6 and 7 aims at reducing the time scale on which protein-
ligand simulations are performed, without having to compromise on the accuracy
of the resulting a�nity predictions.
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1.5 Objectives and outline

This thesis aims at improving approaches and methods that enable a user to
obtain accurate results from molecular dynamics simulations, in particular from
in silico studies on protein-ligand interactions and binding a�nities (Figure 1.1).
The increase in accuracy is introduced in simulation through (i) the introduction
of an additional level of detail (i.e., electronic polarization e↵ects) in describing
electrostatic interactions, (ii) e↵orts to reparameterize the non-bonded force
field parameters used in biomolecular simulation, and (iii) addressing the issue
of sampling, which is particularly challenging when studying large and flexible
molecular systems. Additional e↵orts were invested into increasing the consis-
tency and ease of use of the parametrization and LIE free energy methods that
are described, developed and applied in this thesis, by automating these methods
with the aim of making them broadly available.

In the first part of this thesis (Chapters 2 to 4), our attempts to improve
inclusion of electronic polarization e↵ects and (atomic) polarizabilities in force
fields are discussed. In Chapter 2, a method is presented to calculate atomic
polarizabilities for direct use in condensed-phase biomolecular simulation. This
method makes use of a QM/MM approach instead of the commonly used QM (gas-
phase) methods to determine atomic polarizabilities. The challenge of calibrating
condensed-phase polarizabilities is adressed, and fundamental choices in modeling
polarizability (such as isotropy and linear response) are discussed. Using this
QM/MM based method, atomic polarizabilities were derived for methanol,
which were directly used in reparametrizing a polarizable solvent model, thereby
overcoming issues in overpolarization that were previously observed when using
gas-phase QM estimates for the polarizabilities. Chapter 3 demonstrates that the
QM/MM approach chosen to calculate polarizabilities yields similar results when
compared to using a full QM (Frozen-Density Embedding based) representation
of the solvent surrounding the solute. In addition, the e↵ects of Pauli repulsion
on the polarization of the (methanol) solute could be quantified. Using our
QM/MM approach to compute atomic (condensed-phase) polarizabilities, a
force field parameter set is proposed in Chapter 4 for linear alcohols. A simple,
transferable set of parameters was derived for the methanol to butanol series of
molecules. In future, these parameters can be used as part of a fully polarizable
force field for amino acids.

In Chapter 5 an approach is described to improve non-bonded parameters
for small molecules when developing a force field. In this chapter, an attempt is
made to derive the attractive van der Waals term of a non-polarizable force field
using our knowledge of atomic polarizabilities as obtained from the QM/MM
methodology presented in Chapter 2. The applicability of this approach for
automated force field development is evaluated.

After having adressed current challenges in (automatically) assigning force
field parameters in Chapters 2 to 5, Chapters 6 and 7 discuss ways to improve
sampling in the determination of binding free energies in an e�cient and accurate
way, for ligand-protein complexes that are highly flexible. Chapter 6 presents an
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automated method to calculate absolute free energies of binding to Cytochrome
P450 2D6 for a set of drug-like compouds, for which no information on possible
binding modes was available a priori. The described method enhances sampling
at low computational cost and is shown to be robust, fast and able to work with a
limited requirement of user interaction. This makes the method suited to be used
in an industrial setting. In this approach, binding free energies are calculated
by combining results from separate (short and parallel) simulations. Thereby, a
major assumption is made that the separate simulations cover di↵erent parts of
conformational space. By explicitly evaluating the validity of this assumption for
Cytochrome P450 2D6 simulations, Chapter 7 presents an (automated) approach
to further increase the accuracy and e�ciency of the LIE model proposed in
Chapter 6.

Throughout the work underlying this thesis, an additional focus has been
placed on making the developed and applied tools and methods more broadly
available. This requires a high level of automatization, which is a recursive
element in this thesis. E↵orts to make methods for calibration of non-bonded
force field parameters (including polarizabilities) available to a broader audience
through the Automated Topology Builder are reported in Chapter 5. These
e↵orts are also needed for the automatization of ligand-binding a�nity prediction
described in Chapters 6 and 7, which has the prospect of working in a fully generic
way (e.g. with eTOXsys), provided accurate topologies can be automatically
generated for novel drug compounds.
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